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Abstract. Short video platforms such as YouTube Shorts have become central
to youth digital culture, raising growing concerns about the algorithmic ampli-
fication of sexualized content and its impact on young audiences. In this work,
we introduce a large-scale analysis of over 500,000 videos collected exclusively
from YouTube Shorts in Brazil through a cold-start recommendation strategy,
comprising more than 80,000 unique entries. From a stratified sample, we ex-
tracted five keyframes per video and conducted a multimodal moderation pro-
cess combining Google SafeSearch, OpenAl Moderation API, and a JavaScript-
based NSFW classifier to assess visual sexual appeal. These keyframes, along
with video descriptions, were embedded and clustered to identify recurring con-
tent patterns, allowing us to explore how sexualization manifests across different
thematic categories. In parallel, we analyzed video metadata and user com-
ments, using zero-shot classifiers and market-level moderation tools, to detect
societal perception of sexualized content and other risks such as hate speech,
violence, and harassment. We also trained a supervised model using aggre-
gated moderation labels to validate classification reliability. Finally, by cross-
referencing moderation outcomes with popularity metrics (e.g., likes, views,
comments), we examine the engagement dynamics surrounding racy and harm-
ful content, shedding light on how both algorithmic and societal perceptions
contribute to the visibility and normalization of hypersexualized and potentially
harmful media.

Resumo. Plataformas de videos curtos como o YouTube Shorts tornaram-se
centrais na cultura digital moderna, levantando preocupagoes crescentes sobre
a amplificacdo algoritmica de conteiidos sexualizados e seu impacto sobre o
publico infantojuvenil. Neste trabalho, apresentamos uma andlise em larga es-
cala de mais de 500.000 videos coletados exclusivamente do YouTube Shorts no
Brasil, por meio de uma estratégia de recomendagdo em cold-start, abrangendo
mais de 80.000 entradas tnicas. A partir de uma amostra estratificada, ex-
traimos cinco keyframes por video e conduzimos um processo de moderagdo
multimodal, combinando Google SafeSearch, OpenAl Moderation API e um
classificador NSFW baseado em JavaScript para avaliar o apelo sexual visual.
Esses keyframes, juntamente com as descri¢oes dos videos, foram vetorizados e
clusterizados para identificar padroées recorrentes de conteiido, permitindo ex-
plorar como a sexualizagcdo se manifesta em diferentes categorias temdticas. Em
paralelo, analisamos os metadados dos videos e os comentdrios dos usudrios,
utilizando classificadores zero-shot e ferramentas de moderagcdo de mercado,
para detectar percep¢des sociais de contevido sexualizado e outros riscos, como



discurso de odio, violéncia e assédio. Também treinamos um modelo super-
visionado com os rotulos de moderacdo agregados para validar a confiabili-
dade das classificacoes. Por fim, ao cruzar os resultados da moderacdo com
métricas de popularidade (como curtidas, visualizacoes e comentdrios), exam-
inamos as dindmicas de engajamento em torno de contevidos sensiveis, reve-
lando como percepcoes algoritmicas e sociais contribuem para a visibilidade e
a normalizagdo de midias hipersexualizadas e potencialmente prejudiciais.

1. Introduction

The rise of short-form video platforms such as YouTube Shorts has profoundly trans-
formed the way younger audiences consume digital media [Vazquez-Herrero et al. 2022,
Anderson 2020]. These platforms have democratized content production, expanded the
reach of small creators, and unlocked new opportunities for marketing and cultural expres-
sion [Valdovinos Kaye 2020, Guarda et al. 2021]. However, this rapid growth has also
raised serious concerns about addictive behaviors [Peng et al. 2022], the dissemination of
potentially harmful content, and the algorithmic reinforcement of social stereotypes and
discrimination [Weimann and Masri 2023].

This work extends our previous study on Brazilian TikTok and YouTube
Shorts [Lacerda et al. 2025] by presenting a substantially larger and more comprehen-
sive dataset focused exclusively on YouTube Shorts, expanding from 25,000 videos to
over 500,000 videos. In addition to scale, this work introduces a multimodal moderation
pipeline using Google SafeSearch, OpenAl Moderation API, and NSFW.js; incorporates
comment-level perception analysis; and employs clustering methods to uncover latent
thematic patterns in short video content.

Our main goal is to investigate whether algorithmic perceptions of racy or sensi-
tive content align with the societal perception reflected in user engagement. To this end,
we examine each video from two complementary lenses. First, the visual lens, based
on five representative keyframes extracted from each video, allows us to algorithmically
assess sexual appeal and potential content risks. Second, the social lens evaluates how
the audience perceives and reacts to these videos through comments, which are processed
using zero-shot classifiers and moderation APIs.

To compare content within meaningful context, we embed and cluster videos using
both visual and textual features, including keyframes and video descriptions, which en-
ables us to group content into latent categories without relying on predefined labels. This
clustering allows us to analyze how sexualization and other risks (e.g., hate speech, vio-
lence, harassment) manifest across different content types, and how both algorithmic and
social perceptions vary within each group. Following prior work on video moderation and
classification, supervised labels are essential to evaluate the reliability of zero-shot predic-
tions. In particular, Liaw et al. [Liaw et al. 2023] showed that human-annotated datasets
enable robust benchmarking of automated classifiers, and used a supervised RoBERTa
model as a baseline to assess the performance of zero-shot NLI methods. Consistent
with this approach, we also train a supervised classifier from our aggregated moderation
labels to validate the quality of the zero-shot predictions used in the comment-based soci-
etal perception analysis allowing us to quantify classification performance and ensure the
consistency of moderation across tools.



Finally, by cross-referencing moderation signals with video popularity metrics
(likes, views, comments), we explore the relationship between perceived risk and audi-
ence engagement, shedding light on how content flagged as sensitive gains visibility and
potentially contributes to the normalization of hypersexualized or harmful media.

2. Related Work

Even though short media platforms have been under scrutiny, researchers continue to
struggle with collecting unbiased cold-start recommendation data, often resorting to
content-specific approaches. For example, [Steel et al. 2023] developed datasets specif-
ically focused on political content, targeting particular political events to study recom-
mendation dynamics. In a similar vein, [Pinto et al. 2024] also constructed politically-
oriented datasets, emphasizing event-centric data collection to analyze engagement pat-
terns.

A more generic approach was proposed by [Shutsko 2020], where the authors
characterized user engagement broadly across various content types. However, their
dataset was limited by its smaller scale (due to is qualitative approach) and lack of public
availability, constraining reproducibility and broader research applicability.

In addition to the challenges involved in collecting unbiased cold-start recom-
mendation data on short-video platforms, recent studies have increasingly focused on
understanding how harmful or inappropriate content is moderated and surfaced by plat-
form algorithms. For instance, [Papadamou et al. 2020] investigated the prevalence of
disturbing or misleading videos recommended to children, revealing systemic failures
in YouTube’s moderation pipeline. Similarly, their later work, [Papadamou 2021] Char-
acterizing Abhorrent, Misinformative, and Mistargeted Content on YouTube, examined
how extremist, misinformative and sexually suggestive videos can still propagate despite
platform safeguards, highlighting important gaps in automated moderation. Beyond de-
tection, researchers have also examined how algorithms may inadvertently amplify risky
or borderline content. In particular, [Baumann et al. 2025] showed that user interaction
signals can reinforce the visibility of racy, offensive, or fringe material, even when such
content violates platform guidelines.

Building on this line of research, our work advances the field by offering one of
the largest and most generic multimodal analyses of YouTube Shorts to date, integrating
keyframes, SafeSearch filters, video descriptions, metadata and comment-level societal
perception. By using a broad cold-start strategy rather than event-specific or politically
focused data collection, our dataset provides unprecedented scale and generality, enabling
a deeper understanding of how sensitive or sexualized content is perceived both algorith-
mically and socially across the YouTube Shorts ecosystem.

3. Method

3.1. Data Collection
3.1.1. Video Collection

Collecting data from YouTube Shorts posed a challenge since there was no app-based
recommendation route available through an API. We implemented a web scraper that



systematically extracted video URLs from the recommended section of YouTube Shorts,
simulating user scrolling behavior. Headers were set to Belo Horizonte, Brazil, and the
scrolling duration was controlled to minimize bias. After collecting URLs, we utilized
the Official YouTube API' to retrieve detailed metadata. We then used the yt_dlp? library
to download the videos.

3.1.2. Keyframe Collection

Each downloaded video was processed through a keyframe detection algorithm?® that se-
lected the five most visually distinct frames within a 5,000-frame window. This was done
using a peak estimate difference algorithm to ensure maximum diversity of visual con-
tent. The five keyframes were then saved by video_id so we could further use them in the
clusterization process.

3.1.3. Comment Collection

Comments were collected using the Official YouTube API*. For each video, we retrieved
up to 50 top-level comments using the comment Threads endpoint. This limit was
intentionally set to ensure compliance with YouTube’s API quota constraints, given the
large number of videos analyzed and the time-sensitive nature of the data collection pro-
cess. The comments were stored in a structured format indexed by video_id, allowing
further processing and sentiment analysis.

3.2. Data Analysis
3.2.1. Keyframe Analysis

To analyze the visual content of each video, we applied three distinct moderation meth-
ods to the extracted keyframes. Each method provided complementary perspectives on
content sensitivity, allowing for a robust and diverse annotation of potentially unsafe ma-
terial.

Google Vision API. We used Google Vision API’s SafeSearch’ feature to analyze
each keyframe. The API returns a classification score from 0 (UNLIKELY) to 4 (VERY
LIKELY) for five categories: Adult, Racy, Medical, Spoof, and Violence. The results
for each keyframe were stored individually, allowing for a granular visual assessment of
NSFW attributes throughout the video.

OpenAl Moderation API. We submitted each keyframe to the OpenAl Moderation
API® to obtain predictions over categories such as sexual, hate, self-harm, and violence,

'https://developers.google.com/youtube/v3
https://github.com/yt-dlp/yt-dlp
3https://github.com/joelibaceta/video-keyframe-detector
“https://developers.google.com/youtube/v3
Shttps://cloud.google.com/vision/docs/detecting-safe-search
Shttps://platform.openai.com/docs/guides/moderation



including confidence scores. Unlike Google Vision, this API is trained using language
and visual safety alignment frameworks, offering an additional Al-native perspective on
unsafe imagery.

NSFW.js. Finally, we used the NSFW.js’ library, a TensorFlow-based model that runs
locally in JavaScript, to evaluate each keyframe across categories including Neutral,
Drawing, Hentai, Porn, and Sexy. This method is lightweight and suitable for scalable
local inference, adding another layer of classification based on open-source visual mod-
els.

By combining these three approaches, we ensured a multimodal, multi-framework
assessment of video keyframes, increasing reliability and cross-validation potential in our
moderation pipeline.

3.2.2. Comment Analysis

To assess the nature of user interactions, we analyzed the comments of each video through
three distinct approaches, each contributing complementary insights into content safety
and sentiment.

OpenAl Moderation API. We submitted each comment to the OpenAl Moderation
API® to detect harmful content across categories such as hate, self-harm, sexual, and
violence. The API provided a binary prediction and confidence score for each category,
offering a fast and robust filter for unsafe language.

Gemini 2.5-Flash (Zero-Shot Classification). To refine the classification, we em-
ployed the Gemini 2.5-Flash model in a zero-shot setting. Each comment was classified
into one of the following categories:

* violence

* harassment

* prejudice

* sexual_harassment
* sexually inclined
* hate

This approach allowed for greater flexibility in labeling, especially for nuanced
comments that do not fit traditional moderation heuristics.

To validate the reliability of these zero-shot labels, we manually reviewed a strat-
ified sample of 900 comments. Specifically, we selected 150 comments flagged only by
the OpenAl Moderation API, 150 flagged only by the zero-shot classifier, and 150 flagged
by both. Additionally, we sampled 450 comments that were not flagged by either model.
All samples were drawn randomly within their respective categories. Each comment was

"https://github.com/infinitered/nsfwjs
8https://platform.openai.com/docs/guides/moderation



annotated independently by three human reviewers to enable cross-validation and assess
classification precision. The labels were made in a way to match the categories on the
Zero-Shot Classifier.

3.2.3. Metadata Analysis

To complement the analysis, we retrieved metadata for each video using the official
YouTube Data API. The collected metadata included attributes such as:

* video_id - Unique identifier of the video;

e title — Title as published on YouTube;

* description — Textual description provided by the uploader;
* publishedAt — Date and time of publication;

e duration — Video duration in ISO 8601 format

e view_count, - The amount of views

e like_count, The amount of likes

e dislike_count, The amount of dislikes

e comment_count, The amount of commentaries

* tags — List of hashtags or user-defined keywords;

The primary use of this metadata, beyond capturing user engagement which is the
central focus of this study, was to extract textual information from video descriptions to
support the clustering process.

Metric Value
Total Videos Collected 521,001
Sample Size (Clustering) 4,999
Total Keyframes Analyzed 24,770
Total Comments Analyzed 131,684
Mean View Count 16,543,933
Median View Count 1,113,959
Mean Like Count 152,233
Median Like Count 5,422

Table 1. Descriptive Statistics of the Dataset and Analyzed Sample.

3.3. Clustering Pipeline and Embedding Strategy

To identify semantic patterns and group similar videos in our dataset, we designed a robust
clustering pipeline focused on multilingual textual content. We began by sampling 5,000
videos from our full dataset. To ensure semantic consistency and reduce noise from less
frequent languages, we applied language filtering using FastText, retaining only videos in
English, Portuguese and Spanish.

For text  representation, we used the  multilingual  model
sentence-transformers/paraphrase-multilingual-MiniLM-L12-v2,
which encodes textual descriptions into 384-dimensional embeddings. This choice al-
lowed us to preserve semantic similarity across languages and ensured compatibility with
the filtered multilingual subset.



Visual features were also considered: we extracted CLIP embeddings
(openai/clip-vit-base-patch32, 512-d) from the averaged keyframes of each
video. However, during fusion strategy experiments, we evaluated different weight com-
binations from 0.0 to 3.0 for both text and visual embeddings. We observed that including
the visual modality introduced significant noise in the clustering process. This was partic-
ularly evident in categories with high visual uniformity (e.g., gameplay footage like Clash
Royale, where many videos share nearly identical scenes), which contrasted with highly
diverse categories such as dance, where variability in number of people, background blur,
and scene setup caused confusion. As a result, the final configuration used only the textual
embeddings (Weight = 1.0 for text, 0.0 for visual).

Before clustering, we applied dimensionality reduction using UMAP (Uniform
Manifold Approximation and Projection), reducing embeddings to 9 components. Pa-
rameters included number of neighbours = 15 and cosine similarity chosen to preserve
both local and global structures and support compact clusters.

For the clustering step, we used HDBSCAN (Hierarchical Density-Based Spatial
Clustering of Applications with Noise), which is suitable for identifying dense regions in
noisy data. We set min_cluster_size=100, ensuring only meaningful, large clus-
ters were formed. After evaluating configurations with different UMAP dimensionalities,
we found that reducing to 9 dimensions yielded the best separation and interpretability,
resulting in the emergence of 15 coherent clusters.

This clustering pipeline was one of the most challenging aspects of the project due
to the inherently diverse nature of YouTube Shorts. The variability in visual style, mul-
tilingual text, and unstructured metadata made it difficult to consistently categorize the
videos. Nevertheless, it was also one of the most rewarding parts of the work, where ex-
tensive experimentation with different fusion strategies and hyperparameters led to fairly
interpretable clusters.

3.3.1. Cluster Analysis

To better understand the patterns in the short video dataset, a clustering approach was
applied to the video descriptions. This process aimed to group videos based on their
thematic similarity, using TF-IDF representations of the textual metadata.

Each cluster was manually interpreted based on its top TF-IDF terms, allowing
us to infer a general theme. These themes reflect a broad diversity of content categories,
ranging from religion, fitness, and science to memes, gaming, and music.

For a detailed summary of the resulting clusters, including the most representative
terms and their interpreted themes, see Table 2.

4. Results

4.1. Keyframe Analysis Results

The first step in our analysis involved evaluating the keyframes extracted from the video
dataset using three distinct models: Google Cloud Vision API, NSFWjs, and OpenAl’s
moderation endpoint. Each tool flagged a different proportion of the sampled videos



Cluster | Top Termos (TF-IDF) Tema Geral
0 provided, news, purpose, prohibited, case | News & Copyright Disclaimers
1 provided, news, prohibited, mrbombastic | Viral Memes & News
2 troll, face, geography, edit, army Geography
3 ronaldo, football, messi, madrid, futebol Football (Soccer)
4 duck, dog, millipede, cat, animal Animals & Pets
5 motivation, exercises, yoga, workout, loss | Fitness & Motivation
6 islamic, edit, 107, autorais, uso Islamic Content?
7 physics, air, sigma, science, curiosidades | Science & Curiosities
8 deus, jesus, fé, oracao, amor Christian & Religious
9 pagode, 2024, pagodes, melhores, 2025 Brazilian Music
10 dc, motor, beamng, car, construction Vehicles & Simulation Games
11 carrom, gta, goku, funny, minecraft Gaming
12 hairstyles, mehndi, design, hair, art Beauty & Art
13 inscritos, ly, bit, canal, redes Self-Promotion
14 foi, anos, sobre, apds, familia Storytelling

Table 2. Summary of Identified Clusters: ID, Top Terms, and Inferred Theme.

as potentially problematic. Specifically, Google Vision identified inappropriate content
in approximately 9% of the videos on average across their keyframes, while NSFW.js
flagged 3.5%, and OpenAl’s model flagged 5.6% (see Figure 1).

These discrepancies can be attributed to the distinct objectives and training do-
mains of the models. NSFWjs and OpenAI’s moderation model are primarily designed
to detect overtly adult or pornographic content, which is already rigorously filtered on
platforms like YouTube Shorts. In contrast, Google Vision includes a dedicated “Racy”
category, which encompasses content that may be provocative or suggestive without nec-
essarily being explicitly sexual. This broader scope aligns with Google’s application of
the API to flag potentially inappropriate material for platforms such as YouTube Kids.

Given its sensitivity to a wider range of visual content, including suggestive but
non-explicit imagery, we consider the Google Vision API a more appropriate tool for
identifying borderline problematic content in the context of Shorts. Therefore, in all sub-
sequent analyses, we adopt the results from Google Vision as the primary metric for
keyframe-based content moderation.

4.2. Commentary Analysis Results

In this part of the analysis, we evaluate the performance of the zero-shot textual model in
detecting problematic content within user comments. While the overall precision of the
model is not particularly high, we observed that the recall was solid, meaning the model
was able to identify most of the actually harmful comments. Moreover, when we break
down the performance by category, the precision is considerably better, showing that the
model has some ability to generalize when categories are treated separately.

What often happened is that the model classified many non-problematic comments
as problematic (false positives), but when the comment was in fact harmful, the model
usually got it right. Based on this, we considered the zero-shot predictions to be useful



Percentage of Videos Flagged by Keyframe Models

% Flagged
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Figure 1. Percentage of videos flagged as inappropriate by each model. Google
Vision has broader coverage due to its inclusion of the “Racy” category.

for downstream analysis, even if somewhat noisy.

When combining the results of both models (OpenAl and Zero-Shot), we observed
that if either one of them flags a comment as harmful, the joint precision reaches approx-
imately 67%. This suggests that together, the two models offer a more reliable signal of
risk in open text. These findings are illustrated in Figure 2 and Figure 3, which summarize
the performance scores and category-level breakdowns, respectively.

4.3. Correlation Between Problematic Keyframes and User Comments

To explore whether algorithmically flagged content aligns with human perception, we an-
alyzed the relationship between the presence of racy keyframes and user comments of a
sexual nature. Our results show that videos with sexual comments are significantly more
likely to contain at least one keyframe flagged as racy by the Google Vision API. Specif-
ically, among videos without sexualized comments, 21.6% contained at least one racy
keyframe. In contrast, this proportion rises to 32% among videos with sexual comments,
representing a 1.4 x increase in the likelihood of containing racy content.

This suggests that the algorithm’s detections are not arbitrary: the same videos
flagged as suggestive by the model are also more likely to elicit sexualized reactions
from viewers. In other words, the flagged content appears to be meaningfully perceived
as sexual by the audience itself, reinforcing the idea that problematic visual elements in
Shorts videos are not only detectable by moderation models but also recognizable at the
human level.
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Figure 2. Precision, recall, and F1-score for each evaluated model on comment
classification.

Impact of Sexual Comments on Racy Keyframes
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Figure 4. Proportion of videos with and without sexualized comments that con-
tain at least one keyframe flagged as racy by the Google Vision API. Videos
with sexualized comments are 1.4x more likely to contain potentially inap-
propriate visual content.
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Figure 3. Category-level precision scores for both zero-shot and OpenAl classi-
fiers.

4.4. Mapping Problematic Content Across Clusters

To investigate whether being flagged as racy is associated with increased performance,
we analyzed how such labeling affects relative video success within thematic clusters.

We define the Relative Performance of a video as:

log,o(VideoViews + 1)
log,o(MedianViewsofCluster + 1)

RelativePer formance =

)

This normalization strategy ensures robustness by mitigating the influence of ex-
treme outliers that may have gone viral and distort average values. By comparing each
video’s performance to the median of its cluster, we obtain a stable, interpretable metric
that reflects whether the video overperformed or underperformed relative to its peers.
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Figure 5. Distribution of relative performance scores across clusters, comparing
videos flagged as racy (orange) versus not flagged (blue). Most clusters
show a slight performance advantage for flagged content.

As shown in Figure 5, the relative performance of racy-flagged videos varies by
cluster. In the majority of clusters, such as Cluster 5, Cluster 7, and Cluster 13, videos
labeled as racy tend to perform noticeably better than their non-flagged counterparts. This
suggests that suggestive visual content may be associated with increased viewer attention
or engagement, at least within certain content domains.

However, this trend is not universal. Some clusters exhibit no clear difference,
while others show slightly worse performance for flagged content. These mixed results
indicate that the relationship between racy content and video popularity is not strongly
correlated across the entire dataset, but does appear to be positive in most cases, espe-
cially in specific clusters.

Overall, while we refrain from claiming causal effects, the data suggests that being
flagged as racy is often associated with a modest performance boost, particularly when
benchmarked within thematically similar videos.

5. Conclusion

Due to the nature of the problem, it is extremely challenging to establish a strong corre-
lation, and even more so, causality, between problematic content and video popularity or
comment behavior. The dynamics involved are highly complex and influenced by a wide
range of factors, such as the number of subscribers, time of publication, and countless
external variables that affect video visibility and engagement. Additionally, the underly-
ing recommendation algorithms are difficult to estimate or model precisely. Even though
classifiers may attempt to identify harmful or risky content, their accuracy is far from
perfect, which adds yet another layer of uncertainty to the analysis.

Despite these limitations, our findings suggest that some correlation, although
weak, does exist. This alone is a strong signal, given the noisy environment and the
multitude of confounding factors. In particular, we identified certain content categories
and clusters that seem to concentrate problematic content more frequently. The fact that



any measurable correlation can be found under such constraints already indicates potential
structural issues in how content is promoted or perceived within the platform.

6. Ethical Considerations

While the collected dataset enables valuable insights into Brazilian short-video social
media, it also involves the analysis of personal data that YouTube users may not have
fully consented to. Although all data was publicly available at the time of collection,
users may not have anticipated such analytical uses when publishing their content. In
light of this, and to ensure ethical handling of user information, the dataset itself will
not be publicly released, while still allowing us to deepen the understanding of Brazil’s
short-video ecosystem, an area that could otherwise remain largely unexplored.

7. Final Considerations

Research on the impacts of social media platforms continues to grow, reaffirming the
importance of obtaining reliable and unbiased data. In this context, the present work
aims to contribute to a better understanding of the effects of such platforms within the
Brazilian scenario. Moreover, some of the main limitations of this work arise from
ethical considerations, due to the scrapping nature of yt-dlp, that was used to fetch the
keyframes. Given these constraints, other studies have also adopted similar methodolog-
ical approaches [Steel et al. 2023], reinforcing the need to exclude user-specific informa-
tion to preserve individual privacy.
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